
Vision-assisted Arm Motion Planning for Freeform 3D Printing

Zhi Chen1 and Roberto Horowitz2

Abstract— Rapid freeform 3D printing of heated polymeric
materials to create 3D curves in aerial space instead of 2D
layers is a growing research area. We develop an arm motion
planning technique that can increase printing accuracy without
loss of the printing speed. The method is based on an actor-critic
model-free deep reinforcement learning algorithm that operates
over continuous arm action spaces. The proposed technique is
able to find the trajectory for the arm that can neutralize the
effect of gravity and build a filament with the desired shape.
Experimental results are presented to illustrate the effectiveness
of this technique in printing a straight line as well as a more
difficult semicircle filament in the vertical plane.

I. INTRODUCTION

Additive manufacturing (AM) techniques have gain great
popularity and have gathered significant research interests in
the last decade [1]. As oppose to subtractive manufacturing
like machining, additive manufacturing describes the pro-
cesses that construct physical objects by adding layer-upon-
layer of materials. There are seven categories of additive
manufacturing processes (American Society for Testing and
Materials, ASTM 2010) including material extrusion, which
is also known as fuse deposition modeling (FDM). Typically
in the material extrusion process, material is heated in an
extrusion nozzle and is deposited layer by layer as the nozzle
moves horizontally and vertically. This individual process is
the focus of this paper.

Freeform 3D printing is an innovative additive manu-
facturing process, which creates 3D curves in aerial space
instead of 2D layers, without the need of added supporting
structures [2]. This method provides the flexibility to build
objects on any working surface regardless of its inclination
and smoothness, which is difficult to achieve using conven-
tional additive manufacturing techniques. In the freeform 3D
printing process, there is a trade-off between printing speed
and printing accuracy. At a low print speed, the material has
sufficient time to solidify before a new layer is added so that
a high printing accuracy can be achieved. As the printing
speed increases, the hot filament can be easily deformed
under gravity and the printing accuracy decreases.

The dynamic thermomechanical response of the extruded
filament material as the extruder mounted on a robot arm
moving in aerial space was studied by Zohdi [3], and an
iterative arm motion planning method was developed as well
but only tested using computer simulation. This model-based
planning method has two drawbacks. Firstly, the planned
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path is not optimal because the model mismatch is inevitable.
Secondly, the increments of the extruded filament are repre-
sented by a continuously growing number of small particles
in the finite element analysis, which means the computational
complexity is exponential to the filament length.

Recently, significant progress has been made in deep
reinforcement learning [4], [5] that provides the flexibility to
solve complex tasks from high-dimensional sensory inputs
[6] without knowing the dynamics of the domain. To do
so, deep neural networks were used to approximate the
action-value function, or Q-function [7]. Deep Q Network
(DQN) algorithm [4], which operates over discrete action
spaces, has achieved human level performance on many
Atari video games using pixels as inputs. Another model-free
algorithm called deep deterministic policy gradient (DDPG)
[8], which adapts the ideas underlying DQN to continuous
action spaces, is able to learn policies whose performance is
competitive with those found by a planning algorithm with
full access to the dynamics.

In this work we present a vision-assisted arm motion
planning method for freeform 3D printing that can neu-
tralize the effect of gravity during the course of printing
process to create the filament with a desired position and
shape. Our work is based on the DDPG algorithm and is
able to increase the printing accuracy without the loss of
printing speed. However, a direct application of this model-
free reinforcement learning algorithm needs a time-varying
deep neural network approximator to estimate the actor-value
function, because the desired filament shape is varying from
time to time. To avoid training an individual action-value
function approximator for each time step, here we introduce
an augmented state space as the Cartesian product of the
original state space and the state reference space. Therefore,
the reward and actor-value functions are time-invariant on
the augmented state space so that the DDPG algorithm can
be applied.

Comparing with model-based approaches, model-free ap-
proaches usually need more samples for training [9]. The
large amount of training data is generated by experience
replay on a single agent [8], or by executing multiple
agents in parallel [10]. In order to improve the sample
efficiency, some approaches [11], [12] combine the model-
based trajectory optimization with the model-free policy fine-
tuning [13]. In this particular problem, we initialize the
policy by following the sequence of feedforward actions
that are planned as for the conventional 3D printing process.
We experimentally demonstrate that, given the feedforward
actions, our approach is able to find a good policy that
can neutralize the effect of gravity and increase the printing
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accuracy in a few episodes of training on a single robot arm.

II. BACKGROUND

We consider a standard reinforcement learning setup
where an agent interacts with an environment in discrete time
steps. At each time step t, the agent receives some represen-
tation of the environment’s state st ∈ S and on that basis
selects an action at ∈ A. The agent’s behavior is defined by
a policy π(a|s), that maps states to a probability distribution
over the actions. One time step later, as a consequence of
its action, the agent finds itself in a new state st+1 ∈ S
and receives a scalar reward rt+1 = r(st+1, at+1) ∈ R.
The transition dynamics of the environment is defined by a
probability distribution p(st+1|st, at).

The return Rt from a state st is defined as the sum of
discounted future reward with a discounting factor γ ∈ [0, 1]
[14].

Rt =

∞∑
i=t

γi−tr(si, ai) (1)

The primary goal of the agent is to learn a policy that
maximizes the expected return from the start state s1.

J = Esi∼p,ai∼π[R1] = Esi∼p,ai∼π[

∞∑
i=1

γi−1r(si, ai)] (2)

The action-value function, or Q-function, describes the ex-
pected return for selecting action at in state st and following
the policy π.

Qπ(st, at) = Esi>t∼p,ai>t∼π[Rt|st, at] (3)

There is a recursive relationship of the action-value func-
tion known as the Bellman equation:

Qπ(st, at) = Est+1∼p[r(st, at)+γEat+1∼π[Qπ(st+1, at+1)]]
(4)

If the target policy is not stochastic but a deterministic
function defined as µ : S → A, the inner expectation in
the Bellman equation can be avoided:

Qµ(st, at) = Est+1∼p[r(st, at) + γQµ(st+1, µ(st+1))] (5)

The outer expectation is only dependent on the transition
model. Therefore, we can learn Qµ in an off-policy manner
using transition samples (st, at, rt, st+1) that are generated
from a stochastic state distribution st ∼ ρ and a different
behavior policy at ∼ β.

In value-based reinforcement learning algorithms, the
action value function is represented by an approximator
parameterized by θQ, which is optimized by minimizing the
loss function:

L(θQ) = Est∼ρ,at∼β [(Q(st, at|θQ)− yt)2] (6)

where

yt = r(st, at) + γQ(st+1, µ(st+1)|θQ). (7)

The optimal action-value function Q∗(st, at) =
maxπ Q

π(st, at) gives the maximum action value for
state action pair (st, at) achievable by any policy.

Q-learning [7], which aims to directly estimate the
optimal action-value function, takes the greedy policy
µ(st) = arg maxat Q(st, at|θQ). However, finding the
greedy policy in a continuous action space requires solving
an optimization problem at every time step. Instead, an
actor-critic approach [15] based on deterministic policy
gradient (DPG) algorithm [16] is applied in the continuous
control problem.

In the DPG algorithm, the policy is represented by a
function µ(s|θµ) parameterized by θµ. The critic Q(s, a|θQ)
for the current actor policy is learned using Eqs. (6) and
(7). The actor µ(s|θµ) is updated by using gradient descent
method. The policy gradient is calculated following the chain
rule:

∇θµJ = Est∼ρ[∇θµQ(s, a|θQ)|s=st,a=µ(st|θµ)]
= Est∼ρ[∇aQ(s, a|θQ)|s=st,a=µ(st|θµ)∇θµµ(s|θµ)|s=st ]

(8)

θQ and θµ are updated iteratively until we find a good policy.
The use of non-linear function approximators such as

deep neural networks for learning action-value functions
would make the algorithms unstable. In DQN and the DDPG
algorithm, two major changes were introduced to address
the problem. Firstly, all the transitions (st, at, rt, st+1) sam-
pled from the environment are stored in a replay buffer
and selected randomly to reduce the correlation between
the samples in a training batch. Secondly, a copy of the
critic network Q′(s, a|θQ′

) and a copy of the actor network
µ′(s|θµ′) are created for calculating the target values. Their
weights are softly updated: θ′ ← τθ+(1− τ)θ′ with τ � 1.

III. REINFORCEMENT LEARNING WITH STATE
REFERENCE

During the course of freeform 3D printing process, the
desired filament state is varying from time to time with the
increments of the extruded materials. This means that with
a state action pair, the agent receives different rewards at
different time steps. The reward function r : S × A → R
is time-varying. It is not possible to directly implement
the DDPG algorithm to reinforcement learning problems
with time-varying reward functions, because the action value
function is also time-varying; it requires to find an individual
approximator to estimate the action value function at each
time step.

In a feedback control system, the controlled variable is
compared with its set point, which is known as the reference.
The difference between the actual and desired value of the
controlled variable is used to generate a control action that
drives the variable to the same value as its reference. As
with feedback control, we introduce the state reference that
will help us define the reward function to guide the policy
learning. st ∈ S represents the actual state at time t and
sr,t ∈ S represents the state reference at time step t. A good
reward rt can be defined based on the “distance” between st
and sr,t: the agent receives a high reward when the actual
state is close to its reference and receives a low reward when
the actual state is far from its reference.
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In this way, the reward function r(s, sr, a) : S × S ×
A → R becomes time-invariant, because all the time-varying
factors are included in actual states, state references and
actions. We define the augmented state variable s̄ = (s, sr)
in the augmented state space S̄ = S × S and rewrite the
reward function as r(s̄, a) : S̄ ×A → R. By introducing the
state reference, the DDPG algorithm can be directly applied
to the augmented state space.

As a consequence, the policy µ : S̄ → A should also
map augmented states over actions. However, a pure state
feedback policy can not adapt actions to the change of future
references. Thus, in some circumstances where the agent
has full/partial access to future references, we propose a
feedforward-feedback policy with exploration:

at = ar,t + µ(s̄t|θµ) +N (9)

The feedforward policy ar,t(sr,t, · · · , sr,t+T ) looks ahead
and takes actions before the actual state of the agent is
already too far from its reference. Given a specific reference
trajectory {sr,1, · · · , sr,n}, feedforward actions ar,t, 1 ≤ t ≤
n, can be generated off-line using model-base optimization
approaches or expert demonstrations. Predefined feedforward
actions act as a baseline and guide the feedback policy
search with reduced variance. N is a noise term. As with the
DDPG algorithm, an Ornstein-Uhlenbeck process is applied
to generate temporally correlated exploration.

Algorithm 1 Deep deterministic policy gradient (DDPG) algorithm with
state reference

Initialize the critic network Q(s̄, a|θQ) and actor network µ(s̄|θµ) with
θQ and θµ
Initialize target network Q′ and µ′ with θQ

′ ← θQ, θµ
′ ← θµ

Initialize replay buffer B
Define the state references {sr,1, · · · , sr,n+1}
Generate feedforward actions {ar,1, · · · , ar,n}
for episode l in range (1,m) do

Receive initial augmented state s̄l1 = (sl1, sr,1)
for time step t in range (1, n) do

Execute alt = ar,t + µ(s̄lt|θµ) +N lt (a noice term for exploration)
Store (s̄lt, a

l
t, r

l
t, s̄

l
t+1) in B

Sample a random batch of q transitions Ti = (s̄
li
ti
, a
li
ti
, r
li
ti
, s̄
li
ti+1),

where i = 1, · · · , q
Compute yi = r

li
ti

+ γQ′(s̄liti+1, µ
′(s̄ti+1|θµ

′
)|θQ′

)

Update the critic by minimizing L = 1
q

∑q
i=1(yi−Q(s̄

li
ti
, a
li
ti
|θQ))

Update the actor using policy gradient:

∇
θµ

′ J =
1

q

q∑
i=1

∇aQ(s̄, a|θQ)|
s̄=s̄

li
ti
,a=ar,ti+µ(s̄

li
ti

)

·∇θµµ(s̄|θµ)|
s̄=s̄

li
ti

Update target networks:

θQ
′

= τθQ + (1− τ)θQ
′

θµ
′

= τθµ + (1− τ)θµ
′

end loop
end loop

IV. EXPERIMENTS

We perform two tasks on the 3D printer to test our
proposed algorithm: printing a leaning straight line and a

semicircle in a vertical plane. The printing system consists
of a robot arm, a heat extruder and a static mount camera.
We use 1.75mm PLA filament as the printing material and
set the extrusion temperature to 210 ◦C.

A. Action space

The heat extruder mounted to a robot arm moves in aerial
space to perform freeform 3D printing as the arm processes.
With the dynamic thermomechanical analysis of the extruded
filament material [3], the filament state, its position and
shape, is only determined by the extruder’s trajectory in a
constant temperature environment. At every time steps, the
agent finds the target positions and velocities of the extruder
to create the desire object. In our experiments, the heat
extruder moves in a two-dimensional space with a Cartesian
coordinate system (x, z). Action at = [xt, zt, vt] ∈ A ⊂ R3

at time step t is a three-dimensional vector. xt describes the
target horizontal coordinate of the extruder; zt describes the
target vertical coordinate of the extruder; vt describes the
magnitude of the extruder’s target velocity. The direction of
the target velocity vt is given by [xt − xt−1, zt − zt−1].

B. State space

The printing processes are recorded by a fixed viewpoint
camera. Instead of learning a policy directly from images, we
detect the pixels of extruded materials and map the images to
low-dimensional state vectors. The process of state extraction
can be broken down to 4 steps:

1) Apply Canny edge detection algorithm [17] to find
strong edges in the image

2) Remove the edges of the nozzle and other irrelevant
objects and keep the edges that belong to the filament

3) Compute the center points of edges at every pixel rows
to find the centering curve of the filament

4) Compress the binary image of the centering curve to
a state vector.

Fig. 1. Four stages in the process of state extraction: original image (top
left), all edges (top right), edges of filament (bottom left) and centering
curve of filament edges (bottom right).

Fig. 1 gives an example of extracting the filament state
from an image in the task of printing a straight line. The
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color image is cropped to 200 × 200 pixels (top left) and
then converted to the binary images of edges (top right and
bottom left). A binary image is represented by a matrix with
elements of 0 and 1: white pixel has a value of 1 and black
pixel has a value of 0. The image of centering curve (bottom
right) is a sparse matrix that has one non-zero element at
most in each row. We map the image of the centering curve
to a state vector s = [s(1), · · · , s(200)] ∈ S ⊂ R200 in which
the i-th element s(i) describes the column index of the white
pixel in the i-th row of the image. If there is no white pixel
in the i-th row, then s(i) is set to zero.

C. Feedforward actions

The desired curve of the solidified filament is defined by
an implicit function f(x, z) = 0 in the two-dimensional
printing space. In our experiments, we only consider the
functions that the feasible solution of x is unique given
any z ∈ [zmin, zmax] and x(z) is continuous. We sample
a collection of n + 1 points P from the curve with even
spaces:

P = {(x1, z1), · · · , (xn+1, zn+1)}, z1 = zmin, zn+1 = zmax

We set the initial position of the extruder to (x1, z1) and set
the feedforward actions to be:

ar,t = [xt+1, zt+1, vr,t] (10)

where

1 ≤ t ≤ n, (xt+1, zt+1) ∈ P, vr,t ≡ ve

The feedforward velocity vr,t is set equivalent to the fixed
extrusion speed ve.

As with conventional 3D printing techniques, the way we
format our feedforward actions are based on the assumption
that materials are deposited where they are extruded. This
is not the case of freeform 3D printing where no supporting
structure is added. However, in some circumstances where
the deformation of the heated filament under gravity is not
significant, the feedforward actions we used are still good
to initialize the agent policy. Our static feedforward actions
act as a baseline that could reduce the variance of the policy
search and increase the sample efficiency.

D. State references

The state reference sr,t at time step t is the projection of
desired curve f(x, z) = 0, z ∈ [z1, zt] to the state space.
To generate the state reference, we first transform all of
the points (x, z) on the desired curve to a binary image
and then map the image to a state reference vector. In our
experiments, the printing plane is parallel to the image plane.
Based on the pinhole camera model, we should apply an
affine transformation to convert the Cartesian coordinates
(x, z) to the image coordinates (u, v). u

v
1

 =

 a b c
d e f
0 0 1

 ·
 x
z
1

 (11)

The process of camera calibration [18] is to the solve the
unknown coefficients in the affine transformation matrix. To
solve the six independent coefficients in Eq. (11), we move
the extruder to three different positions and detect the image
coordinates of the target point that are shown in Fig. 2

Fig. 2. Images of the extruder at three different positions. Endpoints of the
nozzle are picked for camera calibration and highlighted with green circles.

Fig. 3 shows the images of state references at the final
time step for the two different tasks: printing a straight line
(left) and a semicircle (right) in a vertical plane. Images of
state references is not constant but varying with time.

Fig. 3. Images of the state references at the final time step for two different
tasks: printing a leaning straight line (left) and a semicircle (right) in a
vertical plane.

E. Rewards

At time step t, the reward rt is defined as the correlation
between the image of filament edges It and the image of
state reference Ht.

rt = corr(It, Ht) =

∑
u,v It(u, v) ·Ht(u, v)√∑

u,v It(u, v)2 ·
∑
u,vHt(u, v)2

(12)
With the discussion in Sec. IV-B and Sec. IV-D, It = It(st)
is a function of state st and Ht is a function of state
reference sr,t. Therefore, the reward rt = r(st, sr,t) = r(s̄t)
is function defined on the augmented state space S̄.

Fig. 4. Image of filament edges (green) with image of the state reference
at the final time step in the experiment of printing a straight line.
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V. RESULTS
Fig. 5 shows the results of the task to print a straight line

in a vertical plane. Rows from 1 to 4 present the results
of the printing at the final time step in training episode 1,
2, 5 and 10 separately. The first column shows the original
images captured by the camera; The second column shows
the images of state references (grey) with the images of
detected filament edges (green). The last column shows the
projections of the feedforward action trajectories (green) and
the actual action trajectories performed by the extruder to the
image plane.

Fig. 5. Results of the straight line printing task. Rows 1-4 shows the
results for training episode 1, 2, 5 and 10. Left column - original images;
Middle column - images of the state references (grey) and the images of
the filament edges (green); Right column - projections of the feedforward
actions (green) and the actual actions (red) to the image plane.

At episode 1, the agent followed the feedforward action
trajectory and the deformation of the filament can be noticed.
At episode 5, the agent learned to slightly increase the slope
of the action trajectory to neutralize the effect of gravity.
After 10 episodes of training, the agent has learned a good
policy that could control the extruded filament to follow the
straight line.

Fig. 7 shows that the average episode reward is increasing
with the number of training episodes. Our method is very
efficient in this specific task that could find a policy after 4
to 5 trails.

Fig. 6 shows the results of the task to print a semicircle
in a vertical plane. As with Fig. 5, rows from 1 to 4 in

Fig. 6 present the results of the printing at the final time
step in training episode 1, 2, 5 and 10 separately. Columns
from the left to the right represent: Original images captured
by the camera; Images of state references (grey) with the
images of detected filament edges (green); Feedforward
action trajectories (green) with the actual action trajectories
performed by the extruder.

Fig. 6. Results of the semicircle printing task. Rows 1-4 shows the results
for training episode 1, 2, 5 and 10. Left column - original images; Middle
column - images of the state references (grey) and the images of the filament
edges (green); Right column - projections of the feedforward actions (green)
and the actual actions (red) to the image plane.

At the first episode, the agent followed the feedforward
action trajectory and a large discrimination between the
filament state and its reference can be noticed. After 5-10
episodes of training, the agent learned to move a longer
distance at the fourth time step and then follow another
trajectory described by the red arc. As shown in the original
image, the filament close to the base is thinner because of
the quick jump. However, the thinner filament could solidify
faster with a larger conducted area with the air, which
makes it easier to support the weight of materials and resist
deformation.

As shown in Fig. 8 the average episode reward increases
by 15% after 10 training episodes. Comparing with the per-
formance in the first task, the improvement in the semicircle
task is not very impressive. The performance of the task is
restrained by the state references we defined. We notice that
the tangent of the semicircle at its top point is perpendicular
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to the extrusion direction. A perfect creation of the semicircle
object requires the curvature to change sharply at the final
stage. This is difficult to achieve because the filament is
smooth. However, as shown in Fig. 6, our method still
learned a policy that could resist deformation and increase
the printing accuracy as well.

VI. CONCLUSIONS

For freeform 3D printing, there is a trade-off between
the printing speed and the printing accuracy. In order to
compensate the filament deformation under gravity, a vision-
assisted model-free arm motion planning method has been
developed. Our method is based on the DDPG algorithm with
state references, which is an actor-critic, model-free learning
algorithm based on the deterministic policy gradient that can
operate over continuous action spaces. As with feedforward-
feedback control systems, we introduced the state reference
to define the reward function and generated feedforward
actions to guide the policy training.

The states of the extruded filament are detected by a static
mount camera during the course of freeform 3D printing. An
affine transformation is applied to project the desired curve
in the printing plane to the image plane.

We tested our method on two tasks: printing a straight
line and a semicircle in a vertical plane. The experiment
results showed that our method is able to find good policies
efficiently to neutralize the effect of gravity in both tasks.
For the simple task to print a straight line, our method is
able to build the filament that perfectly follows its desired
shape in 5-10 trails. For the hard task to print a semicircle,
our method is also able to learn a policy that could resist
deformation and increase the printing accuracy.

Fig. 7. Average episode reward of the straight line printing task.
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